Battery-aware federated learning: Challenges and solutions

Ziyue Zhang
Wuhan Britain-China School, Wuhan, China
twu43@student.ubc.ca

Abstract. Smartphone battery life is a pivotal factor in consumers' purchasing decisions. Recent years have witnessed a surge in studies focusing on smartphone energy management, with data-driven energy management systems offering solutions to prolong battery life. Federated Learning (FL) emerges as a promising distributed learning algorithm, enabling wireless devices to upload locally trained models, fostering collaborative learning without exposing sensitive data. This paper explores the FL process, particularly the Federated Averaging (FedAvg) approach, which excels in scenarios with homogeneous data. In the era of burgeoning data generation, traditional cloud computing systems face limitations, driving the adoption of Edge Computing (EC), which processes data closer to its source, enhancing response times. To make FL efficient for e-commerce, resource constraints must be addressed. This involves techniques like local updates and model compression, which reduce communication overhead. However, FL brings challenges related to data distribution heterogeneity and privacy concerns. Solutions like differential privacy, encryption, and access control are discussed. In conclusion, this paper presents an overview of smartphone battery life, data-driven energy management, and the potential of FL, emphasizing its relevance in the age of EC. By addressing resource limitations and privacy issues, FL holds promise for efficient data processing.

Keywords: The Federated Learning, Battery Life Extension, FedAvg.

1. Introduction
Smartphone battery life is a crucial factor that consumers consider when making a purchase. In recent years, numerous studies have focused on managing smartphone energy usage [1]. Thanks to the development of data-driven energy management systems, there are now many solutions available to extend the lifespan of smartphone batteries.

The emerging federated learning (FL) architecture represents one of the most promising distributed learning algorithms [2]. In the domain of federated learning, wireless devices no longer need to share their entire training data with a central entity. Instead, they can upload their locally trained learning models to a base station, facilitating collaborative learning [3]. With model training taking place at the edge of the network, direct data exchange is no longer required. FL’s data decentralization promotes effective and secure collaborative learning, allowing wireless devices to contribute unique insights without compromising data privacy.

The FL process enables clients to benefit from collective knowledge without compromising data privacy. In this study, the federated averaging (FedAvg) approach was investigated, which is the standard for FL in many other studies. FedAvg is well-suited for situations with homogeneous data across clients. Numerous local updates can enhance model performance on all clients' data when the...
data is similar. Updates from one client can improve the model's performance on other clients' data, as long as the data exhibits similarities.

In today's digital world, the generation and processing of data are growing at an unprecedented rate. Consequently, traditional cloud computing systems are becoming increasingly inadequate for handling the massive volume of data. This is where Edge Computing (EC) comes into play [4]. EC, a distributed computing paradigm, involves storing data locally and migrating high-computing power applications to the network's edge. Data processing occurs closer to the data source, reducing latency and improving response times.

However, in developing efficient FL for e-commerce, it's essential to address resource constraints. The limitations of FL resources have been discussed in earlier publications. In machine learning, training models often require substantial amounts of data, making data transmission time-consuming.

To tackle this challenge, researchers have devised techniques to perform model training through numerous local updates before global aggregation. The concept behind this approach involves dividing data into smaller subsets and conducting local training on each subset. This minimizes the data that needs to be transmitted across the network, as only model updates must be shared among devices. Once all local updates are collected, they can be globally aggregated to produce a final model that represents the entire dataset. Additionally, model compression technology [5] is frequently used to further reduce communication overhead. Techniques such as quantization [6] or sparsification [7] are employed to achieve effective model aggregation.

While FL offers numerous benefits, it also presents challenges. The heterogeneity of data distribution among multiple partners poses a significant obstacle to federated learning [8]. Data may not be evenly distributed among parties in reality, which can affect the effectiveness of federated learning [9]. When parties modify their local models, their objectives may differ substantially from global goals. Consequently, the global average model may fall short of being globally optimal.

Furthermore, FL raises privacy concerns, as data processing and storage occur locally. These devices may store personal data, which could be exposed or leaked during local data model training. Additionally, model updates are shared between the centralized computer and participant devices at various points during the federated learning process. This data transmission increases the risk of data interception or tracking, compromising user privacy. Moreover, if aggregation methods do not prioritize privacy, they may inadvertently reveal information about specific data points or individuals. Attackers may attempt to extract valuable information or scrape local data from the aggregated model.

In response to these challenges, several potential solutions are discussed in Section 4.

In summary, this paper has explored various aspects of smartphone battery life, data-driven energy management systems, and the promising field of federated learning. It has highlighted both the advantages and challenges of federated learning and its relevance to Edge Computing. By addressing resource constraints and privacy concerns, we can harness the potential of federated learning for efficient data processing in today's data-driven world.

2. Federated Learning

2.1. Implementation principle

Typically, federated learning is implemented by offloading computing tasks to more powerful servers and cloud platforms to extend the life of smartphones. Rather than simply relying on the limited capabilities of smartphones, federated learning allows devices to connect to remote servers or cloud infrastructure so complex calculations can be performed. This reduces the load on the smartphone hardware, extending battery life and improving reliability. FedAvg is the name of the traditional federated learning method. Its basic concept is shown in Figure 1. The following steps are used to implement the FedAvg method:

1) Each device downloads a common global model for subsequent local training.
2) Use local data from different mobile devices to improve the entire download model through multiple independent local updates. The corresponding gradient information is then uploaded to the cloud in encrypted form.

3) As an average update of the local model published to the cloud, the new global form is provided to the device.

4) Repeat the above steps until the model works as expected or until the deadline expires.

Figure 1. Basic Concept of FedAvg [10].

3. How does Federated Learning extend battery lifetime
To extend the life of your smartphone battery, reducing battery usage is crucial. The communication function of a smartphone is one of the most power-consuming functions. Therefore, the learning method may be used with two fundamental message compression techniques to decrease the consumption of communication energy: local update and model compression. The former does not transfer raw data to the server, but updates the local model with its own data. The latter significantly reduces the amount of bits required to transmit model changes by using compression techniques such as quantization or sparsification, thereby reducing the communication payload in each cycle.

3.1. Local updating

3.1.1. Working principle
Local updating ensures that private data is kept private by allowing each participating device or organization to independently train a machine learning model using its own data. Local training of the model allows the device or organization to better understand and incorporate the specific patterns and insights found in its data, improving model performance and accuracy.

Collaborative learning is made possible by the consolidation of several local model updates because the collective intelligence of all participants is used to enhance the performance of the model as a whole. Importantly, this strategy does away with the need to exchange or keep sensitive data centrally, protecting privacy and guaranteeing data security. Federated learning enables companies to cooperate and gain from the network's collective intelligence while preserving strict privacy requirements by keeping data decentralized.

3.1.2. Stochastic Gradient Descent (SGD)
Model training is made easier by Stochastic Gradient Descent (SGD), a popular optimization approach in machine learning that iteratively modifies the model's parameters to reduce the loss function. SGD presents a random sampling method termed mini-batch selection in contrast to standard Gradient Descent, which computes the gradient using the whole dataset. In order to calculate the gradient and update the parameters using this approach, a subset (mini-batch) of the data must be chosen, adding
randomization to the procedure. SGD is especially useful when working with huge datasets since it decreases the computing strain by taking into account only a tiny percentage of the data in each iteration. This randomized method enables quicker and more efficient updates. The stochastic aspect of SGD also helps the algorithm to traverse beyond local minima, examining a wider variety of solutions and improving the model's ability to generalize to unobserved data. By providing computing efficiency, increased generalization, and a way to avoid less-than-ideal outcomes, SGD therefore plays a crucial part in improving machine learning models.

3.1.3. Reducing the total number of communication rounds
Communication rounds refers to the number of times a client device communicates with a server in federated learning. The more communication rounds, the higher the communication cost and the lower the system efficiency. Therefore, reducing the number of communication rounds is essential to improve the scalability and efficiency of federated learning.

Prior to the deployment of the gradient, the number of local modifications made by each client device directly affects the number of communication rounds. This indicates that additional communication rounds are needed to finish the model training if each client device only makes a modest number of local modifications. Therefore, the overall number of communication cycles can be decreased by carrying out local updates in phases. On each client device, batch local updates are gathered and then communicated collectively to the server. By doing so, the system's effectiveness and the number of communication cycles may both be increased.

3.2. Model Compression
Model compression, which entails quantization and sparsification, has also been investigated as a means of minimizing the volume of messages transferred between devices or servers during distributed learning, in addition to local updating options. While sparsification entails splitting up big messages into smaller ones that may be conveyed more effectively, quantization involves decreasing the accuracy of the data being communicated. In early dispersed learning research, both conceptual and empirical studies of these techniques have been conducted. These model compression techniques face new challenges due to local update systems, non-identically distributed local data, and low device participation in federated settings. In federated environments, many publications present useful strategies such as requiring low-level, non-common update models [11], using structured stochastic rotation for quantitative analysis [11], and reducing the number of servers and device-to-device communications [12].

3.2.1. Gradient Sparsification
In FL, communication and computation must be balanced to reduce the energy required to train the model. This trade-off is modified in the original FL strategy, Federated Avg (FedAvg) [13]. FedAvg passes either all model parameters or no parameters after each local gradient descent model update step.

Gradient sparsification (GS) is a technique used to reduce the amount of data transferred during the update of a machine learning model. This approach involves sending only sparse vectors that contain a subset of large values from the full gradient. By doing so, a more balanced approach is achieved, which can significantly improve communication efficiency. The process of GS involves compressing the gradient or weight vector of the model, which is done by selecting only the most significant values and ignoring the rest. This compression reduces the amount of data that needs to be transferred, which is critical when working with large datasets and distributed computing systems. The benefits of using GS are numerous. By reducing the amount of data transferred, GS can help reduce the cost of computing and improve the speed of model training. Additionally, it can help overcome bandwidth limitations and enable more efficient communication between the nodes in a distributed system. The technique of GS is particularly useful in scenarios where the gradient or weight vector is too large to be transferred efficiently. In such cases, compressing the vector can significantly improve the efficiency of the system. Moreover, GS can be used in conjunction with other techniques such as quantization, which further reduces the amount of data transferred during communication.
3.2.2. **Gradient Quantization**

Deep learning technology, which enables machines to learn from data, has led to the creation of larger and more complex models. However, as the models become more complex, they require increasing amounts of computational resources to run effectively. The challenge of deep learning is the increasing computational resources required. As Deep learning models are often trained on large datasets, which requires a significant amount of processing power. Another challenge of deep learning is the data transmission overhead. As models become larger, they require more data to be transmitted between nodes during training. This can lead to significant delays and increased costs, especially when training on a distributed system. To solve this problem, researchers have proposed many compression methods, one of which is gradient quantization. Gradient quantization is similar to gradient dilution and is an effective compression method that can reduce energy consumption during transmission without affecting model performance.

After the local training of a single epoch is completed, the calculated gradients need to be submitted to the aggregator for global update. However, due to limitations in computing power, the accuracy of local gradients may not be high, or fewer bits may be used. To reduce the cost of communication per round, gradient quantization allows us to quantize these local gradients instead of loading all raw gradients. In this way, high-level gradient quantization at each round can be guaranteed with minimal communication energy usage.

However, the reduced accuracy requires more global rounds for correction, which results in more computer power being consumed overall. Therefore, in order to find a balance between communication and processing and improve overall energy efficiency, quantization level should be adjusted. This can be achieved by dynamically changing the gradient quantization level to minimize the use of communication and computing resources while maintaining model performance.

4. **Challenges**

4.1. **Statistical Heterogeneity**

In a meta-analysis or systematic review, statistical heterogeneity refers to the variation or variety in effect sizes or outcomes seen within individual studies. This suggests that there are differences in the findings or conclusions of the included research that go beyond what would be predicted by chance.

Different research designs, demographic characteristics, interventions or treatments, outcome measures, or other sources of variance can all lead to statistical heterogeneity. It is often measured using statistical techniques, with the I² statistic calculation being the most used technique. The I² statistic shows what percentage of the effect size's overall fluctuation is attributable to heterogeneity rather than random error.

High statistical heterogeneity suggests that the investigated studies are not sufficiently consistent or comparable to warrant combining their findings in a meta-analysis. In this situation, investigating potential sources of heterogeneity or doing subgroup analyses may be more suitable in order to comprehend the causes of variability and offer context for the study's findings.

4.2. **Privacy concerns**

Data exposure is the initial privacy concern with federated learning. Data leaks during model updates are a possibility since training occurs on a local device or server. Attackers could try to harvest private information from these updates, violating users' privacy. Data protection techniques like encryption can help to lower this danger. Sensitive information is safeguarded during the training process by encrypting the data so that it cannot be viewed by unauthorized parties.

The ability for information to be extracted at the person level presents another privacy concern with federated learning. An attacker may still be able to obtain personal information through analytical model upgrades even if the data is encrypted. This may result in privacy breaches and jeopardize the confidentiality of data suppliers.
Furthermore, privacy issues may arise from participants in federated learning disclosing personal information to one another. In some circumstances, participants may be required to exchange data in order to collaboratively determine model changes. However, there is a chance that this data sharing will be accessed or used improperly.

In conclusion, federated learning raises privacy issues such as data exposure, extraction of personal information, sharing of private data, illegal access, re-identification hazards, and potential privacy breaches. private.

5. Possible Solutions

5.1. Statistical heterogeneity solution
A variety of approaches may be used to address statistical heterogeneity, which is the diversity of research findings within a meta-analysis or systematic review. Finding possible sources of heterogeneity, such as variations in research design, participant characteristics, or therapies, is crucial in the beginning. If heterogeneity is brought on by certain subgroups, subgroup analysis can be used to categorize research based on pertinent traits. Sensitivity analyses can then be carried out to determine how each study's influence on the final results will be measured. Conducting sensitivity analyses is crucial throughout this procedure to evaluate the validity of the study's findings. The I2 statistic and other reporting metrics of heterogeneity can be used to estimate the degree of heterogeneity. Instead of relying exclusively on a single pooled estimate where heterogeneity remains, it may be preferable to publish subgroup-specific effect estimates. In the end, these methods seek to increase our comprehension of the causes of heterogeneity and offer a more thorough and trustworthy justification for study findings.

5.2. Privacy solutions
There are several strategies that may be applied to overcome privacy issues in federated learning. While differential privacy offers an additional degree of protection by providing noise to prohibit information extraction at the individual level, encryption ensures that sensitive data is safeguarded throughout training. Participants can calculate model changes jointly via secure multi-party computing without disclosing their personal information. In federated learning, strict access control and data anonymization techniques reduce unwanted access and the possibility of re-identification. Continuous audits and monitoring can assist find privacy violations so that timely remedial action can be performed. Federated learning strikes a balance between safeguarding data privacy and developing collaborative models with the help of these privacy-enhancing methods.

6. Conclusion
This article serves as an example of how federated learning may be used. FedAvg is a collaborative approach of FL that enables several clients or servers to work together towards training a global model. The primary objective of this approach is to leverage the collective intelligence of multiple devices while ensuring data privacy and security. Additionally, strategies for extending smartphone batteries in terms of local updating and model compression were covered. The concerns of statistical heterogeneity and secrecy, which also have a number of potential solutions, are the primary difficulties associated with the implementation of FL.

References


